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Abstract: There is an emerging interest in using voice-based communications
over the Internet as a means for building stronger relationships among differ-
ent business partners (e.g., customers, suppliers, retailers, etc.). In this paper,
we present a protocol that enables secure delivery of voice-based communica-
tions over the Internet. This protocol provides a real opportunity to build a
secure voice-based communication infrastructure to be used in both business-to-
customer and business-to-business markets. We carried out a performance and
security analysis of the proposed protocol, whose final results confirm that se-
cure vocal services may be profitably developed for e-commerce systems, which
may improve both the flexibility and the reliability of commercial transactions
over the Internet.
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1. Introduction

The transmission of voice over the Internet (VoIP) is experiencing an increasing
economical impact. Enterprises are planning to offer new VoIP-based services
to their customers, in order to provide more added value to them, and therefore
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being more attractive. In addition, the introduction of VoIP-based services may
provide companies with simpler and more immediate collaboration patterns be-
tween employees, with easier models for the dissemination of information to
customers, and with a reduction of the telecommunications expenses [8]. Cus-
tomers, in turn, increasingly call for a multimodal use of the Internet services
for communicating, gathering information and buying goods [14].

Even if the most part of modern e-commerce systems are designed to meet
the security requirements, which are at the basis of the most common security
models (such as, for example, integrity, authentication, authorization, and non-
repudiation) however, a large number of potential Web shoppers give up their
transactions, because they have security fears about these transactions. In
addition, even though sophisticated models have been developed for business-
to-customer and business-to-business transactions, several experts consider that
the human contact still plays an important role in shopping, and probably this is
one of the most important reasons why customers consider more comfortable the
traditional real-world shopping. These preliminary considerations are confirmed
by the fact that many people using the Web to buy goods typically use a sort of
two-step approach to e-commerce: first, they surf retail Web sites for product
or services, then they complete the commercial transaction by phone [22].

With this in view, we claim that the adoption of secure VoIP services could
be the key that helps the customers to go beyond their fear. Low-cost IP-based
call centers could be designed based on secure vocal protocols to attract and
retain customers. The main advantages that a secure vocal service over IP
could offer to the customers of a retail Web site could be the vocal assistance
by means of a direct contact or of a callback service. As detailed in [6], several
types of commercial transactions could take advantage from the adoption of
secure VoIP services, including:

• Customer care: both pre- and after-sale assistance;

• Technical support : a remote expert could communicate with the customer
while he/she is seated in front of his/her computer;

• Financial services: including trading, loans, and home banking;

• Self service solutions: providing the customers with the possibility to
personalize the services offered on a business Web.

As a possible example of this kind of transactions, we can consider the case
of a customer that would like to activate an audio interaction with a company
representative during a shopping session while browsing the Web site of that
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company. Suppose also that the Web site wishes to provide customers with an
interactive service called click-to-dial, (e.g. with a button called “call me back”).
If the Web site adopts a VoIP service, the customer can immediately activate
a vocal interaction and talk with someone from the company. Otherwise the
customer may be asked for his/her phone number and, later, he/she will be
called back from a company representative at a specified time. It is worthwhile
to consider that VoIP call centers do not necessarily require that a human
agent answers to the customer call. The newly set up VoiceXML technology
is an extension to the eXtensible Markup Language (XML) that allows one
to structure synthetic dialogues in a standard format. Recent extensions of
VoiceXML allow a computer program to recognize human speech of a dynamic
small set of words. By means of VoiceXML, it is possible to implement Web
services that can hold a dialogue with a customer. Applications that may use
this kind of service include voice enabled Web navigation, front desk of several
services, which eventually will bring to a human assistance, semi-automatic, or
fully automatic, call centers [3].

However, voice-operated IP-based e-commerce systems will become increas-
ingly important only if both the quality and the security of the communications
will be perceived as sufficiently good by theirs users [13]. As far as the “click-
to-dial” example is concerned, the customer should be enabled to talk in “real-
time” with a company representative without being worry that someone else
is listening, or is interfering with the communication. To this aim, research
efforts have been carried out to design lightweight security protocols for vocal
communications over IP networks, which should guarantee privacy, integrity,
and authenticity of the real time conversation, i.e. a third party cannot tamper
with the conversation and understand it.

In general, any Web voice service, which requires some kind of privacy
can gain advantage by the adoption of such secure VoIP infrastructure. The
range of applicability of secure VoIP includes both business-to-customer and
business-to-business e-commerce applications. Inside any organization, a secure
VoIP service could be profitably exploited, both for the privacy of the internal
communications and for the dissemination of private information. Similarly,
communications between different organizations will gain the advantage of pri-
vacy. As an example, consider the case of two companies that have signed a
contract for the supply of specified items, on demand. A low-cost IP-based se-
cure vocal call may instantiate a specific request for the items, making useless
a large amount of papers exchange.

Figure 1 depicts the architectural scenario for use of a typical secure VoIP
infrastructure. The Web terminal should include a microphone and a speaker,
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and they could either be connected to a computer equipment or be contained
in a Web-telephone receiver. The caller talks into the microphone; the voice
is coded, according with some standard codification technique; the coded voice
is compressed, in order to reduce the transmitted speech to a bandwidth fit-
ting the network availability; the compressed data are ciphered, according with
some cryptographic mechanism known by both sender and receiver; the en-
crypted data are divided into packets that are finally sent to the called. The
incoming voice data packets are put in a buffer and reordered accordingly with a
sequence number; once the original signal has been reconstructed, it is decoded,
deciphered and finally reproduced. As a final remark, it is interesting to notice
that, in general, the usage of secure IP protocols as a means for voice com-
munications has, at least, two different directions: to enhance the actual Web
services, and to replace the existing telephone infrastructures. In this paper,
we focus on a secure VoIP mechanism as a way to improve Web services, and to
create new opportunities in e-commerce. The replacement of existing telephone
circuit switched infrastructures with IP based packet switched networks is not
discussed in this work, even if we feel that our proposal is well suited even in
this scenario.
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Figure 1: An architecture for secure VoIP transactions

1.1. Contribution of the Paper

Serious impediments to offering efficient and secure VoIP services may occur
over the Internet. Those impediments are typically caused by unforeseeable,
hostile environmental conditions, which may jeopardize not only the service
quality, but also the delivery of the service itself.

In particular, as far as the delivery of an adequate Quality of Service (QoS)
is concerned, the wide range of constricting conditions imposed by current IP-
based networks, such as stochastic end-to-end delay and packet losses, requires
the adoption of mechanisms to obtain at the callee party the same speech
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quality as that generated at the calling party. It is well-known in fact that
telephony users find round trip delays longer than 300 milliseconds more like a
half-duplex connection than a real-time conversation, while it is ascertained that
real-time audio communications may experience delay variation up to 500/1000
milliseconds over congested Internet links [5], with packet loss rates on the order
of 2-3% and peaks over 10% [9]. The most used approach to ameliorate the
effect of this problem consists of providing adaptive mechanisms, which try to
adjust dynamically the audio packet playout to the network delays and packet
losses. Techniques based on such an idea are implemented in most of current
packet audio playout control algorithms (see, e.g., [11, 15, 16]).

With this in view, in this paper we introduce an audio tool, called BoAT [17],
designed for transmitting real time secure voice over the Internet. This tool in-
corporates sophisticated mechanisms, which aim at offering the optimal trade-
off between speech quality and security guarantees. The effectiveness of the
strategies adopted by BoAT is examined through an experimental study, which
takes into consideration the interplay between performance behavior and secu-
rity properties.

As far as the maintenance of privacy guarantees is concerned, the general
idea underlying the security layer of BoAT is that firstly a preliminary authen-
tication phase is carried out by the two parties before the beginning of the
conversation (e.g. by resorting to a regular digital signature scheme). After
this initial secure phase, which allows the participants to trust each other, the
two parties agree on a secret key and start the protocol using this first key.
During the conversation the parties periodically, and very frequently, change
the secret key that they use to cipher the conversation. As we will see, the secu-
rity platform of BoAT is cost-effective and is well integrated with the adaptive
mechanisms employed to controlling the reproduction of the audio stream [2].

The remainder of this paper is organized as follows. The next Section briefly
illustrates the performance and security problems, which play a fundamental
role for transmitting secure voice over the Internet. In Section 3, alongside the
operational description of BoAT, a performance/security analysis is reported
that confirms that our protocol incorporates appropriate security services, while
meeting the real time constraints needed by interactive audio transmissions.
Section 4 terminates the paper with some concluding remarks.
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2. Voice over the Internet

The idea of using Internet to transmit vocal communications was introduced
in the early ’70s, when the first voice over Internet protocols were developed.
Despite of its history, solely in the last few years VoIP became a widely dif-
fused technology. The slowd iffusion of VoIP has been due to the fact that IP
infrastructures solely offer best effort communication services, which are not
well suited for VoIP [19].

Figure 2 shows an example of a VoIP application, for the sake of simplicity
a sender is shown who only sends its voice, and a receiver who listens to the
sender without answering. The amount of time between the beginning of the
sender speech and the beginning of the receiver reproduction is called playout
delay.
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Figure 2: Transmitting voice over IP networks

We have already mentioned that the Internet suffers an inconstant packed
transmission delay, this variation of the transmission delay is called jitter. The
jitter may cause both packet shuffling and variable packet arrival rate; hence, it
is impossible for the receiver to reproduce packets simply based on their arriving
times. Moreover, it sometimes happens that when a sent packet is lost, then
a reliable transport layer protocol (e.g., TCP) retransmits it, thus resulting in
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a very long delay for packet reproduction at the receiving side. To mask the
jitter and make the conversation intelligible, typical audio stream clients (such
as, QuickTime, RealAudio, and Windows Media Player) keep arriving packets
in a playout buffer, reorders them, and reproduces them at a known rate. The
buffer may contain several packets, ranging from milliseconds to seconds of
sound, thus yielding a talkspurt reproduction at the receiving site that can be
largely shifted forward (in the order of several seconds, at worst) with respect
to the sending times of the audio packets.

In a VoIP scenario the partners of an Internet conversation require “real-
time” reproduction of voice, then a trade-off exists between the intelligibility
of the voice reproduction and the immediacy of this reproduction, i.e. the size
of the buffer is crucial. A large buffer leads to a good reproduction of the
voice, because any sent packet of a talkspurt has time to arrive, to be stored,
and be reproduced at the correct rate; on the other hand it also causes large
reproduction delays, that makes the conversation a frustrating experience to the
users. A small buffer leads to a fast reproduction, but it also causes inaccuracy,
due to possibly late packets that arrive after their reproduction time.

2.1. Security Issues for Voice over IP

Cryptography has been envisaged as the main practical means to protect infor-
mation transmitted over communication networks like the Internet. Nowadays,
cryptographic algorithms are mainly used as a building block of many complex
applications (see, e.g., [12, 18, 7]), thus stimulating Internet commerce. Indeed,
cryptography based procedures are largely exploited for authentication of mes-
sages, personal identification, digital signatures, electronic money transfer, and
credit card transactions. In particular, the demand for cryptographic applica-
tions in VoIP services is evidently increasing in order to guarantee authenticity
of the involved parties, confidentiality and integrity of the audio data and of
the protocol data. Several software telephony systems support cryptographic
mechanisms (like, e.g., encryption/decryption algorithms and public key infras-
tructures for authentication protocols) and, perhaps, the most referenced on the
Web tools are PGPfone [21] and Speak Freely [20], even if it is worth noting
that they do not include adaptive mechanisms for controlling the reproduction
of the audio stream.

As far as the security issues are concerned, we already know that VoIP
services operate in a best effort network (e.g. Internet), that can: drop pack-
ets, reorder packets, deliver duplicate copy of packets, limit the packet to a
finite size, and deliver packets after an arbitrary delay. Moreover, a powerful
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adversary can: i) eavesdrop, capture, drop, resend, delay, and alter packets; ii)
access a fast network with negligible delay; and finally iii) exploit large (but
not unbounded) computational resources, as well as cannot guess secret keys.

With this in view, a secure VoIP mechanism must: (i) guarantee secrecy
and integrity of the transmitted (audio and protocol) data, and (ii) offer au-
thentication of the honest participants:

• Secrecy : the trusted parties have a high assurance of the privacy of the
data transmitted during the conversation timespan. In particular, the
cipher protocol does not reveal any information about the secret keys
exchanged between the trusted parties;

• Integrity : an adversary cannot alter the content of the conversation in
such a way that the two trusted parties do not become aware of this;

• Authentication: an adversary cannot behave as a “man in the middle” by
generating new packets or spoofing.

3. BoAT: Transmitting Secure Voice over IP

The successful use of VoIP services as a core component of emerging communica-
tion applications (such as voice Web browsing, online shopping, voice-assisted
e-commerce, distance education, and video conferencing) strictly depends on
several aspects ranging from the quality of the audio conversation as perceived
by the involved participants to the protection of the privacy of the transmit-
ted data. In particular, these different aspects have to be met if we want the
replacement of the current circuit-switched telephone networks by IP networks
to be realized in the imminent future.

In the following, we describe the (real-time and security) features of BoAT
and we propose an experimental study showing the performance/security prop-
erties of the audio protocol in the presence of a non-guaranteed network.

3.1. BoAT: A Survey

The tool BoAT, developed at the University of Bologna [17], offers an adaptive
mechanism for playing out confidential, packetized audio transmitted over pub-
lic, untrusted, packet switched networks like the Internet. In order to do this,
BoAT repeatedly executes the following steps.
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The audio samples generated at the calling party are encoded with some
form of compression, inserted into packets that are enriched with creation times-
tamps and sequence numbers, encrypted with a cryptographic algorithm, trans-
ported by the network, received by the callee party in a playout buffer, de-
crypted according to the same algorithm adopted at the sending site, decoded
in sequential order, and finally played out by the audio device.

Two main questions arise by observing the execution of the steps above.
First, how can the two parties agree on a cryptography based securing proce-
dure? Second, how is the provision of a synchronous playout of the buffered
audio packets achieved at the callee party? Both goals are obtained by resort-
ing to a periodic exchange of information, which we refer under the name of
handshaking protocol, carried out between the honest participants during the
audio conversation and, which represents the core of the adaptive, securing
mechanism of BoAT.

On the one hand, the handshaking protocol is used to estimate an upper
bound for the packet transmission delays experienced during the conversation.
Such a computed upper bound allows the callee party to generate a synchronous
playout of audio packets, in spite of variable, fluctuant, end-to-end network
delays, and without assuming neither the existence of an external mechanism
for maintaining an accurate clock synchronization between the sending site and
the receiving site, nor a specific behavior of the end-to-end transmission delays.
On the other hand, the packets of the handshaking protocol are employed to
exchange session keys that are used by the sending site to encrypt the originated
audio packets and by the receiving site to decrypt the received data.

A detailed explanation of the (three-way) handshake, shown in Figure 3, is
as follows. The handshaking protocol is first executed before the audio conver-
sation. The privacy of such an initial phase and the authenticity of the involved
participants is guaranteed by the execution of a preliminary authentication pro-
tocol, e.g. by employing a digital signature scheme [10], during which the calling
party and the callee party agree on a session key used to encrypt all the hand-
shaking packets with a symmetric key block cipher based algorithm [10]. The
first handshaking packet, called probe packet, is sent by the calling party S and
contains the current value of the caller’s clock ts. Upon the reception of this
packet, the callee party R sets its own clock to ts and sends immediately back a
response packet containing the confirmation of having received the value ts. As
soon as the sending site receives such a packet, it computes the round trip time
(RTT ), i.e. the temporal delay between the transmission of the probe packet
and the reception of the response packet. Then, the caller sends an installation
packet to the callee containing the calculated RTT and a session key that will
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be used to encrypt the subsequent audio packets with a fast symmetric key
stream cipher based algorithm [10]. Upon receiving this packet, the callee sets
its own clock, by subtracting from the current value of its local clock the value
of the transmitted RTT. Finally, the callee sends back to the sending site an
acknowledgement packet containing the confirmation of the received RTT and
session key.

At this point, the clock of the sending site and the clock of the receiving
site differ for a value ∆ that expresses an estimation of an upper bound for the
transmission delay. Then, for each audio packet originated at the sending site,
the calling party:

• timestamps the audio sample with the value ts of its local clock at the
instant of the audio packet generation;

• adds to the audio packet a message authenticating code (MAC) [10], used
to guarantee the integrity and the authenticity of the audio sample and
of the associated timestamp;

• encrypts the obtained packet with the session key agreed during the last
handshaking protocol, in order to guarantee the confidentiality of the
transmitted data, and sends it to the callee party.

Direction Message Contents

Type of packets

S → R probe caller time ts

R → S response caller time ts

S → R install RTT and session key
R → S ack RTT and session key

Figure 3: Steps of the handshaking protocol

Afterwards, the audio packet has at its disposal a transmission delay at
most equal to ∆ to arrive at the callee party in time for playout. Each time an
audio packet arrives at the receiving site, the callee party decrypts it, checks
the MAC, and then, depending on the estimation ∆ and the value tr of its
local clock, takes a decision according to the strategy reported in Figure 4. In
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particular, if the timestamp ts of the received audio packet is within the current
temporal window fixed by ∆ (tr ≤ ts ≤ tr +∆) then the audio packet is buffered
for playout. Instead, a packet whose timestamp is out of the range fixed by
∆ is discarded since either it is arrived too late to be played out (ts < tr), or
it is arrived too far in advance of its playout (ts > tr + ∆) and the buffering
space is not large enough to queue it. In practice, a playout buffering space
proportional to ∆ is employed by the receiving site to queue packets with early
arrivals. As far as the buffered audio packets are concerned, the callee playout
process fetches such packets and sends them to the audio device for playout, by
following the same rate adopted for the sampling of the original audio signal
at the sending site. More precisely, when the callee clock shows a value tr, the
playout process checks if an audio packet with timestamp tr has been buffered
and, in such a case, it sends it to the audio device for immediate playout.
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Figure 4: Playout rules at the receiving site

An interesting remark concerns the choice of the parameter ∆. It is clear
form the reported analysis that if we increase the value of ∆ then also the
buffering space increases. As a consequence of this fact, the played out audio
packets experience a larger value of the end-to-end playout delay. On the con-
trary, if the value ∆ decreases, we have smaller values for both the buffer size
and the end-to-end playout delay of the played out audio packets. A conse-
quence of this is that we may have a higher probability of discarding at the
receiver the arriving audio packets. Summarizing, it is easy to conclude that a
trade-off exists between the stochastic end-to-end delay of the played out audio
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packets and the packet losses. This trade-off represents the main metric used
to capture the user perception of audio.

We conclude by observing that the handshaking protocol is repeated throu-
ghout the conversation lifetime about once per second. This is done for a
twofold motivation. On the one hand, the estimation ∆, which is used to set
up the receiving site clock and the playout buffer size, is always proportioned
to the current traffic conditions, since it is adaptively adjusted (once per sec-
ond) to the highly fluctuant end-to-end delays experienced over the network.
On the other hand, each handshaking phase completed with success allows the
honest participants to share a session key used to encrypt/decrypt the subse-
quent chunk of conversation. The lifetime of each session key is limited to the
amount of audio data transmitted between two consecutive handshaking pro-
tocols (typically less than 4 Kbit), thus improving the secrecy guarantees for
any stream cipher based cryptographic algorithm used by the participants (see,
e.g., [4] about the amount of ciphered text needed to conduct a cryptanalysis
attack against stream ciphers).

3.2. BoAT: Performance and Security Analysis

The analysis of the performance and of the security conditions met by the
adaptive algorithm of BoAT and the evaluation of the potential dependencies
between these two different aspects help us to measure the adequacy of BoAT
to represent the core part of emerging communication infrastructures over the
Internet. To this end, in this section we show some significant results related
to: i) the trade-off between the percentage of loss/discarded audio packets and
the average playout delay; ii) the lightweight securing platform of BoAT; and
finally iii) the capability of BoAT of offering acceptable performance and a
good security level in spite of unforeseeable network conditions and undesirable
adversary strategies.

As far as the performance evaluation is concerned, we have already moti-
vated the need for studying the average playout delay, vs. the loss rate trade-off
metric. Here, we present some result obtained by simulating the adaptive play-
out control algorithm of BoAT for packet transmission delays based on experi-
mentally obtained delay measurements of several audio conversations between
two different Internet sites. Such an analysis focuses on the additional delay,
expressed in milliseconds (ms), introduced by the playout control algorithm of
BoAT and, in particular, it does not take into consideration the overhead due
to the cryptographic algorithms.

In Figure 5 we report on the experiment conducted to measure the influence
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Figure 5: Average playout delay (ms), vs. loss rate (%) for different
versions of BoAT

of the RTT value on the QoS metric mentioned above [1]. More precisely, the
curves are obtained by changing the contribution of the RTT value to the
calculation of ∆. In order to provide the reader with an understanding of the
effect that various playout delays and loss rates have on the quality of the
perceived audio, we also report an intuitive representation of three different
ranges of the audio quality: toll quality for delays of less than 200-250 ms and
low loss rates, potentially useful for delays of about 300-350 ms and higher loss
rates, and poor for delays larger than 350 ms and very high loss rates. As a
matter of fact, the figure shows that the playout mechanism embodied in BoAT
has the potential to produce toll quality audio at the receiving site if a reduction
by a factor of up to 50% of the RTT value is carried out, at the price of a loss
rate increase.

As another interesting metric, in Figure 6 we show the total amount of time
that non-discarded packets wait in the receiving buffer before their playout time,
for the different values of the average playout delay reported in Figure 5 [1].
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In practice, the curves show the relationship between the additional latency
introduced by the waiting buffer and the average playout delay experienced
by the audio packets. It is possible to predict how a reduction of the RTT
parameter may determine the reduction of both playout delay and waiting time
in the receiving buffer by a significant margin.
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Figure 6: Wait in buffer (ms), vs. average playout delay (ms)
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The simulation analysis of BoAT reveals that the gap between the obtained
results and the performance bounds over, which the quality of the perceived
audio is not acceptable (see, to this aim, the different ranges of the audio qual-
ity depicted in Figure 5) is quite subtle. Moreover, analytical studies show that
the trade-off between playout delay and loss rate obtained by current adaptive
playout algorithms is close to a theoretical optimum [11, 1]. These observations
impose that the extension of the audio mechanism with a security infrastructure
must be cost-effective. Fortunately, the adaptive nature of BoAT is particularly
adequate to implement a securing mechanism with a negligible effort in terms
of overhead on the latency experienced by each audio packet between its cre-
ation at the sending site and its playout at the receiving site. In order to show
this, in Table 1 we report the computational overhead, expressed in millisec-
onds, added by the encryption/decryption algorithms to the audio data flow
pipeline during a second of conversation [2]. The results are experimentally
obtained and are shown by singling out the different steps executed by the
cryptographic algorithms, i.e. the encryption/decryption of the audio samples,
performed with the fast stream cipher based RC4 algorithm [10], the encryp-
tion/decryption of the handshaking packets, performed with the block cipher
based Blowfish algorithm [10], and the calculation of the MAC, performed with
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the MD5 algorithm [10]. Note that the operations executed at the sending site
and the symmetric counterparts executed at the receiving site take the same
amount of time.

Computing Time (ms)

Handshaking Packets 0.016

Audio Packets 0.1182

MAC 0.0948

Total Latency 0.229

Table 1: Computational overhead of the securing mechanism of
BoAT per second of conversation.

The results emphasize that the computational overhead is really negligible,
in the order of few hundreds of microseconds, especially with respect to the de-
lay introduced by the adaptive playout algorithm, equal to tens of milliseconds.
In particular, this is due to the low use of the block cipher, limited to the hand-
shaking packets, which is more robust against cryptanalysis attacks (but slower)
than the very fast stream cipher, whose strength is guaranteed by the brief life-
time of each session key. We support this observation by showing in Table 2 the
latency added (per second) by the 3DES based encryption/decryption process
employed by the tools PGPfone and Speak Freely [2]. The use of the block
cipher 3DES makes the latency increase up to 20 ms, a value that appreciably
affects the average playout delay and, therefore, the QoS.

Computing Time (ms)

PGPfone 12.7

Speak Freely 19.54

Table 2: Performance Comparison

The important result we have obtained so far is that the computational over-
head of the security infrastructure is quite negligible. However, we shall ask if
potentially poor performance and fluctuant traffic conditions may weaken the
security level of BoAT. To this aim, we now report on another interesting aspect
of the analysis of BoAT, mainly concentrated on the handshaking protocol. In
Figure 7 we show the trade-off between the percentage of packets lost by the
network and the throughput of the handshaking protocol, in terms of number
of handshaking phases completed with success during a second of conversation.
From a security level standpoint, such a throughput also expresses the number
of session keys exchanged during the conversation and, as a consequence, the
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average lifetime associated to each key used to encrypt the audio samples trans-
mitted between two consecutive handshaking protocols completed with success.
It is easy to see that if we encrypt a larger quantity of data with the same key,
then we have a higher probability that a cheating party conducts with suc-
cess a cryptanalysis attack against the stream cipher used to encrypt the audio
data. The curve of Figure 7 reveals that with a higher number of lost packets,
we experience a lower number of handshaking phases, which are successfully
completed. The curve of Figure 7 reveals that the higher the number of lost
packets, the lower the number of handshaking phases completed with success
by the caller and by the callee. For the sake of completeness, in Figure 7 we
also report the tolerable area beyond which:

• the number of handshaking protocols completed with success is so low
that the estimated playout delay cannot express an accurate evaluation
of the current traffic conditions;

• the lifetime of each session key is noticeably greater than 1 second, with
undesirable effects on the security level of the audio protocol;

• the percentage of lost packets seriously jeopardizes not only the quality
of the perceived audio but also the comprehension of the conversation.
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Figure 7: Handshaking protocol throughput
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A first view of the presented results suggests that if the percentage of lost
packets is under 10%, then the audio quality can be acceptable (as emphasized
also in Figure 5) and the security level is good as well. In practice, if the trade-
off between playout delay and loss rate goes beyond the potentially useful area
of Figure 5 and, as a consequence, the same session key is used to protect a
large amount of data, then, since both QoS and security are compromised, the
two parties decide to cut off the conversation. These observations emphasize
that QoS and security level seem to be strictly connected, so that the lack of
an acceptable performance jeopardizes the security conditions, too.

However, we should also consider a more subtle scenario, in which a clever
adversary, instead of a congested network, is responsible for discarding the
packets. Thanks to an intensive traffic analysis performed during a full-duplex
conversation, a cheating party could be able to guess (and discard) with a high
probability the handshaking packets. The effect of this attack is that the qual-
ity of the perceived audio may remain acceptable, since few audio packets are
discarded by the enemy, while the security level dramatically falls down, since
most of the handshaking phases fail. A solution to the problem above consists
of introducing an additional random factor in the computation of the instant,
in which a new handshaking phase should be started, instead of employing the
fixed gap of one second between two consecutive handshakes. Here, we evaluate
the feasibility and the effectiveness of such a strategy. In Figure 8, we show the
trade-off between the throughput of the handshaking protocol and the maxi-
mum deviation (from the expected value 1 sec), expressed in milliseconds, used
to extend the time interval, within which the beginning of the next handshake
is randomly sampled. Since we are interested in evaluating the capability of the
intruder of decreasing the handshaking protocol throughput without compro-
mising the audio packet loss rate, we assume that a clever enemy discards at
most 8% of the packets transmitted by the caller. A discard rate appreciably
greater than 8% is not significant, because it would degrade the quality of the
perceived audio, thus causing the termination of the conversation by the honest
participants. The curve of Figure 8 reveals that the higher the maximum de-
viation, the higher the throughput of the handshaking protocol. In particular,
for a small value of the deviation (about 50 ms), such a throughput is halved
with respect to the maximum value shown in Figure 7. Moreover, by comparing
Figure 8 and Figure 7, it comes to evidence that an adequate choice of the de-
viation (at least 300 ms) is more than enough to guarantee a throughput of the
handshaking protocol which falls into the tolerable area depicted in Figure 7.
Hence, it is possible to mitigate the effect of the adversary attack, by preserving
the expected security level.
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Figure 8: Trade-off between handshaking protocol behavior and
effectiveness of the enemy attack

In general, BoAT offers: (i) good quality of the perceived audio in spite of
unforeseeable traffic conditions, and (ii) privacy of the conversation in spite of
enemy interferences. This is obtained mainly thanks to the adaptive nature of
BoAT, which allows to adjust the playout control mechanism to the fluctuant
end-to-end delays and to periodically exchange secret keys between the caller
and the callee. As further advantages, we have that the computational over-
head of the securing mechanism is quite negligible and the interruption of the
conversation is really needed if and only if both performance and security are
compromised.

4. Concluding Remarks

In the e-commerce environment, it is an emerging issue the crucial role of elec-
tronic customer services. To attract and retain customers, those customer ser-
vices should be efficient and secure. The aim of this paper has been to demon-
strate that IP-based, secure, voice-operated customer services may be designed
based on a tool developed for the secure transmission of human voice over the
Internet. Experimental results reported in this paper show that our voice trans-
mission tool incorporates appropriate security services, while meeting the real
time constraints needed by interactive e-commerce vocal transactions.
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